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A G E N T S

Attack System (LoCAAS, www.janes.com/articles/
Janes-Electro-Optic-Systems/Lockheed-Martin-Low-
Cost-Autonomous-Attack-smart-munition-System-
LoCAAS-United-States.html), was a miniature, 
autonomous WASM capable of broad-area search, 
identifi cation, and destruction of a range of mobile 
ground targets. The LoCAAS used a small turbojet 
engine capable of powering the vehicle for up to 30 
minutes and laser radar (ladar) with automatic target 
recognition to identify potential targets. The original 
LoCAAS was a fi re-and-forget munition designed to 
operate independently. It fl ew preprogrammed search 
patterns until it located a target or ran out of fuel.

Flying multiple independent LoCAASs in close 
proximity gives rise to various problems, including 
potential fratricide and strikes against already-dead 
targets. If each WASM required independent human 
control, it would severely limit a commander’s span 
of control and make many envisioned missions im-
possible. These missions range from 16 WASMs re-
leased in pods of four that provide close air support 
for C-130 gunships1 to massive attacks by thousands 
of WASMs that locate and destroy trailer-mounted 
missiles preparing to launch.2 These missions re-
quire capabilities beyond those of the original Lo-
CAAS. At a minimum, the air-support role requires 
communications and capabilities for a human con-
troller to redirect the WASM to an alternate target. 
Giving the operator more elaborate communications 
to exploit the WASM’s ladar imagery—as a control-
lable remote sensor as well as a weapon—would go 
even farther toward leveraging the air-support role 
into a game-changing asset.1

In cooperation with the US Air Force Research 
Laboratory (AFRL) and together with contractors 
from Lockheed Martin, researchers from Eglin and 

Wright Patterson Air Force Bases, Carnegie Mel-
lon University, and the University of Pittsburgh have 
been developing and testing prototype interfaces 
and intelligent-agent coordination algorithms for 
interacting with small WASM teams. The research 
also addresses the development of new algorithms 
for scaling human control and coordination to large 
(100–1,000) WASM teams. 

Coordination Technology
Biologically inspired swarms can scale to the required 
numbers,3 but it is extremely diffi cult—if not im-
possible—to write effective control laws that enable 
them to make resource-sensitive targeting decisions, 
abstain from excessive redundant strikes on targets, 
or perform battle damage assessments. Yet WASMs 
require all these capabilities to perform effectively. 
Specifi cally, they need intelligent coordination ar-
chitectures that can scale to teams that are orders of 
magnitude larger than previously thought possible.

Although coordinated UAV teams need substan-
tial autonomy, they must also include a human 
somewhere in the loop—to set team goals, if noth-
ing else. Some coordination architectures make it 
diffi cult for human controllers to command par-
ticular actions. For example, Emilie Roth and her 
colleagues describe an “intent matrix” interface for 
specifying a target class’s relative value to a model-
based architecture.4 In this architecture, the opera-
tor could select particular targets only indirectly by 
changing class values and computing new plans until 
one was found that included a desired target.

Simple forms of control for setting team goals, 
such as designating sets of potential targets or search 
zones, are easy in any coordination architecture, but 
some architectures make it diffi cult to command 
individuals—for example, to direct a UAV through a 
waypoint. Teamwork architectures, such as Machi-
netta,5 are particularly amenable to complex, fl exible 
behavior and human control because their explicit 
representations of plans, roles, and information of-
fer a variety of levers for infl uencing behavior. These 
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architectures let humans express their 
intentions through goals, waypoints, 
explicit human roles in team plans, and 
new plans.

The teamwork approach we devel-
oped in our work is based on team-
oriented plans (TOPs), which describe 
joint activities in terms of individual 
roles and any constraints between those 
roles. TOPs are instantiated dynami-
cally from TOP templates at runtime, 
when preconditions associated with the 
templates are filled. Typically, a team 
will execute multiple TOPs simultane-
ously. For example, a team of combat 
UAVs might execute various attack 
TOPs. When one of them identifies a 
target in an open area, it might instan-
tiate a simple attack TOP and send out 
a request to fill second-attacker and 
battle-damage-assessment roles. After 
these roles are filled, two UAVs attack 
the target and the third follows to re-
cord the damage (see Figure 1).

Another UAV, spotting a convoy of 
trucks near cover, might instantiate a 
more complex simultaneous attack plan 
that requires filling multiple attacker 
roles to catch the convoy in the open. 
Constraints between these roles will 
specify interactions, such as required 
execution ordering and role dependen-
cies. Each team member has a proxy 
with which it works closely, while the 
proxies work together to implement the 
teamwork. 

The current Machinetta version of 
the proxies extends earlier successful 
Teamcore proxies (http://teamcore.usc.
edu/doc/Machinetta).5,6

Coordinating Small  
WASM Teams
Figure 2 shows our user interface for 
controlling small WASM teams. We 
constructed it by adding a toolbar 
that took advantage of drawing and 

other display functions of FalconView 
(www.falconview.org), a personal 
flight planning system that’s popular 
with military pilots. The user con-
trols individual or teams of WASMs 
by sketching ingress paths, search or 
jettison regions, and other spatially 
meaningful instructions known as 
tactical areas of interest (TAIs). When 
a WASM detects a target, it can alert 
the user and request to authorize or 
abort the attack, depending on the 
rules of engagement. 

Through a series of dialogs and 
menu selections, the user can select 
individual WASMs for a task or let 
the team make its own allocation. The 
FalconView interface communicates 
with a Lockheed-Martin simulation of 

LoCAASs and with the OneSAF Test-
bed Baseline (OTB) platoon-to-brigade 
level simulation,7 providing a realistic 
simulation of the interface’s capabil-
i ties for controlling WASM teams. 
Be cause many platform simulators, in-
cluding the AC-130 aircraft simulator 
we connected to, also use the Distrib-
uted Interactive Simulation (DIS) pro-
tocol, OTB provides a ground-truth 
server for linking our WASM simula-
tions with other platforms on the sim-
ulated battlefield (see Figure 3).

The simulated WASM broadcasts 
DIS-defined protocol data units (PDUs) 
to update its position and pose while 
listening for PDUs with locations 
with in its sensor cone to detect targets. 
The laptop presenting the user interface 
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Figure 1. Team-oriented plan (TOP) 
for two attackers and battle damage 
assessment. Boxes label the plan and 
its subplans, while the arrow shows a 
sequence constraint between subplans. 
The circles at the bottom show roles 
that must be filled to execute the plan.

Figure 2. FalconView control interface using a photo overlay. WASMs are indicated 
in orange. The operator has circled targets and drawn a jettison area in yellow to 
direct the WASMs.
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uses custom-defined supervisor and 
weapon-state PDUs to convey instruc-
tions to the WASMs and monitors 
WASM PDUs for newly found targets 
to add to its display.

Instructors at the Hurlburt Field Spe-
cial Operations Command training fa-
cility conducted an initial valuation of 
the FalconView tasking interface and 
WASM coordination algorithms. The 
valuation addressed the WASM con-
cept of operations for flank patrol of 
an AC-130 aircraft supporting special 
operations forces on the ground. Even 
under ideal conditions, the AC-130 
could have only one human operator 
on board to monitor and control the 
WASM group.

The AC-130 is a large, lumbering 
aircraft, vulnerable to attack from the 
ground. Although it carries an impres-
sive array of sensors, the sensors are 
focused directly on the small area of 
ground to be attacked. In the test sce-
narios, the WASMs were launched as 
the AC-130 entered the battlespace. 
They were intended to protect the AC-
130’s flight path into the operations 
area, destroying ground-based threats 
as required. Once the AC-130 entered a 
circling pattern around its targets, the 
scenario called for the WASMs to set 
up a perimeter defense, destroying tar-
gets of opportunity both to protect the 
AC-130 and to support the soldiers on 
the ground.

Controllers found the sketch-based 
targeting interface easy to understand 
and use. They commented that the 
WASMs let them search a much wider 
area than the standard AC-130 sen-
sors covered. Because of the AC-130’s 
vulnerability to ground attack, it is 
primarily flown on night missions and 
lacks the range provided by electro- 
optical sensors. The forward-looking 
IR used at night has a more limited 
range and could be supplemented by 
using WASMs as forward eyes.

On several occasions during the sim-
ulation, the controllers wanted to re-
direct munition subgroups rather than 
targeting them individually or as a 
team. They also launched WASMs for 
general reconnaissance rather than di-
recting them at potential targets. They 
felt the WASMs could provide the AC-
130s badly needed, complementary in-
telligence, signals, and reconnaissance.

Although no accidental launch was 
observed, the controllers asked for a 
confirm dialog to guard against that 
eventuality.

This test demonstrated that a single 
operator could effectively control up to 
eight WASMs, providing the vehicles 
are granted sufficient autonomy and the 
control consists of supervision and di-
rection rather than moment-to-moment 
operation. Our sketch-based interface 
proved easy to learn and use, at least for 
those already familiar with FalconView.

We subsequently used a more ad-
vanced version of this interface, em-
ploying Machinetta proxies to launch 
and direct a live LoCAAS prototype 
(P-LoCAAS). The prototype flew a 
successful mission, coordinating with 
three simulated teammates on 21 Oc-
tober 2005.

More recently, simulation tests at 
Wright Patterson AFB with larger 
teams (up to 24 WASMs) showed that 
Machinetta coordination was neces-
sary for controlling actions such as si-
multaneous attacks.8

Coordinating Large- 
Scale UAV Teams
Although the P-LoCAAS flight and 
coordination were successful using 
the current sketch-based FalconView 
interface and conventional multiagent 
coordination software, controlling the 
larger WASM teams envisioned by mil-
itary planners will require innovative 
interface techniques and control con-
cepts.2 However, large-scale coordina-
tion is no easier for machines than for 
people. If team members must main-
tain accurate models of one another, 
as conventional teamwork implemen-
tations require, the problem becomes 
NP hard and makes the coordination 
of more than about 20 UAVs computa-
tionally intractable. 

We’ve recently found a heuristic so-
lution that lets us scale teamwork algo-
rithms to very large teams.9 Our algo-
rithms use the small-world property of 
large networks. Each network mem-
ber maintains communications with a 
small number of associates. Connec-
tions between associates are used to 
move information around the net-
work. While executing a plan, mem-
bers filling its roles maintain accurate 
models of one another; when the plan 
terminates, they revert to exchanging 
messages only with their permanent 
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Figure 3. Information flow for AC-130 
flank patrol tests. The WASM simulator 
communicates with the OTB simulation, 
as does the AC-130 simulator, making it 
possible for the WASMs and AC-130 to 
“fly” in the same space.
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associates. Although this scheme can 
no longer guarantee optimal coordina-
tion, it does fill roles, deconflict plans, 
and perform other operations correctly 
with high probability. 

For example, if different WASMs 
instantiated conflicting plans to attack 
the same target, the conflict would 
likely be discovered when some com-
mon acquaintance heard about both 
plans. The acquaintance would then 
instantiate a plan for resolving the con-
flict and execute that plan, leading to 
the termination of one of the compet-
ing attacks. This keeps the communi-
cations and modeling effort expended 
on the larger team low, while allowing 
subteams executing TOPs to maintain 
accurate models and full communica-
tions among themselves.

Our work shows that even small 
biases toward choosing the appropri-
ate acquaintance to pass information 
to can substantially increase efficiency 
(see Figure 4). For example, if a WASM 
relayed a request to fill a convoy attack 
role to an acquaintance who had previ-
ously mentioned a convoy, the request 
might more likely reach someone to fill 
the role than if the WASM had passed 
the request randomly.

There is no customer for the Lo-
CAAS or any other WASM at this time, 
but the technology to make these sys-
tems work—much of it involving multi-
agent systems—is largely developed. 
The human-robot interaction research 
begun by considering how to command 
teams through a sketching interface has 
led to more general theories of com-
mand complexity.10 Other research-
ers are now pursuing these theories in 
projects of their own. The dramatic 
results of scaling coordination to very 
large teams remain the most signifi-

cant development of our research, with 
implications ranging far beyond muni-
tions and warfare. Although our work 
on search munitions has subsided for 
now, its developments and discoveries 
have wide applicability to multiagent 
systems and human control of them.
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Figure 4. Messages exchanged to reach 
target at varying levels of relevance and 
network configuration. The number of 
messages decreases dramatically with 
increasing relevance of the message to 
the WASM receiving it.
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